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Summary

Mobility is a theme of great interest in the networking community. Recently, we have witnessed an incredible growth in mobile applications due to the introduction of a host of “smart” mobile devices. These applications go well beyond last hop wireless Internet connectivity and require fully “mobile” networking. To address these issues, in July 2007 NSF sponsored a Workshop on “Wireless Mobility” at Rutgers University. The goal of this Workshop was to examine the impact of mobility on wireless network designs and to identify key areas of research that must be stimulated in order to develop a coherent body of knowledge about design, implementation and evaluation of mobile wireless networks. The workshop was organized by Mario Gerla (UCLA) and Ray Dipankar Raychaudhuri (Winlab, Rutgers University) with the support of NSF Program Manager Dr. Jie Wu. 

The investigation of new research needs and opportunities in mobile wireless networking was organized in three directions: 

1. new applications spinned off by the mobile wireless reality and consequent need for new protocols and models; 

2. wireless protocol architectures and the need for redesign/reoptimization in view of the mobile environment; 

3. mobility models, benchmarks, testbeds; their role in protocol/application design and the need for accurate representation of the real world

After a series of short presentations in which the participants expressed their research interests and vision, three break out groups were created to investigate the above three areas in more detail. The results of the break out discussions are reported in the body of this document. Below, we report the main findings and recommendations. 

In the area of mobile applications, the next generation trends are best captured by the following attributes: distributed, P2P implementations; heterogeneous deployments (eg, WiFi, Bluetooth, cellular etc); location awareness; energy awareness. These features are common of all the application domains surveyed, including vehicular safety, content sharing, mobile sensing, mobile net management and emergency recovery from disasters. 

Further research is needed in the following areas: 

1. Locality awareness: in particular, opportunities offered by predicting, exploiting and possibly controlling mobility

2. Location privacy, security, protection from DDS attacks

3. Trust management in rapidly changing neighborhoods

4. Performance, QoS, dynamic reallocation of resources

5. Cross layer designs: expose lower layer information to applications and viceversa

In the mobile protocol architecture area, the overarching recommendation was to make mobility an integral part of protocol architecture design. More specifically, research needs were identified in the following areas:

1. Protocol designs that “adapt” to and “exploit” mobility: for example, discover and exploit (scavange) available spectrum as one moves; monitor neighborhood mobility and exploit it in Delay Tolerant dissemination schemes.

2. “Clean slate” cross layer designs: eg, fast channel state acquisition as one moves; new network address paradigms that are motion robust (eg, content addressing); cooperative transmission schemes that exploit virtual MIMO; joint source and network coding

3. Living with “disruptions”: rely on in-network storage; exploit node mobility; leverage cross layer interactions between network and application layers. 

Finally, in the area of mobility models and testbeds, the following underlying requirements were established: “flexibility” of the models; integration and cross validation of measured “traces” and synthetic models; introduction of new metrics for emerging P2P mobile applications; scalable testbed designs; standardization of benchmark and performance evaluation methodologies.  More specifically the following recommendations were made:

Traces: 

· Continue the wireless trace collection campaign, especially for applications and environments that have not been previously monitored/measured.

· Use the traces to develop new synthetic motion models or to validate existing synthetic models. 

· Share the traces widely among researchers

· Revise the definition of mobile traces (from space-time to neighborhood statistics, and end-to-end delays).

Models:

· Development of flexible mobility models (e.g., micro-level and macro-level mobility models, data traffic models that adapt based on movement pattern, etc.) for a variety of mobility patterns (e.g., pedestrian movement patterns

· Analytic evaluation of critical performance measures in existing and proposed synthetic motion models.

· Derivation of analytical/numerical models of aggregated motion at a level higher than macro mobility. 

· Mobility model impact on P2P information diffusion

· Complementary, correlated models for (a) data traffic, (b) topology and (c) motion. 

· Methodology for integrated performance evaluation studies that rely on multiple levels of detail: eg, from outdoor testbed to miniaturized testbed.

Benchmarks: 

· Benchmark designs that satisfy the following properties: (i) parametric, (ii) flexible, (iii) versatile . 

· Testbeds and field trials that can efficiently address implementation limitations. Simulators/emulators that allow us to investigate scalability issues in larger scenarios. 

· Development of standard measurement methodologies. The absence of a standardized experimental framework severely limits our ability to compare and repeat. 

Part I - Protocols

The price, performance and form factors of sensors, processors, storage elements, and radios are at a point where always-on Internet-based applications involving nomadic users and content should be a reality. However, despite the intense research in wireless ad hoc networks since the time of the DARPA packet radio program started in the 1970s, there is a big gap between the opportunities that mobility enables and the practical protocols that actually take advantage of it. This section of the report addresses the importance of making mobility an integral component in the design of the communication protocols used in the Internet, the challenges involved in designing communication protocols for mobility, and promising research directions in narrowing the gap between the promise and reality of mobility in Internet design.

Importance of Mobility in Protocol Design

Mobility impacts the conditions in which protocols must operate, the state and context that nodes can use to communicate, and the problems that protocols must solve. As such, mobility impacts the entire protocol stack of a communication network with mobile nodes, from the characteristics of the wireless or optical links over which information must flow to the distributed applications that use the mobile communication network.

The behavior and characteristics of wireless or optical links in a network are very different when mobility is involved, which makes the design of communication protocols operating in the presence of mobility more challenging. The lifetime of the links and the speed with which physical-layer characteristics of links change are functions of the relative speed with which nodes move and the locations they visit.  In turn, link dynamics determine the lifetime and characteristics of the paths used to communicate sources and destinations.  Mobility also changes the neighborhood in which a given node must share the communication bandwidth available with other nodes. As nodes move, the degree of cooperation that can be established between senders and receivers changes as the channel state changes, and the schedule with which nodes can access shared channels needs to be modified to reflect the changes in the nodes or flows competing for the channel. As nodes move, the paths established from sources to destinations brake, which forces the creation of new paths and the reallocation of resources along such paths to satisfy application requirements. 

Security and privacy are more difficult to support with mobility, given that the nodes that a given mobile node can trust change as the node moves, and given that the presence of a transmitter can be revealed with each transmission. Traditionally, connectivity with a particular certificate authority is required to enforce security mechanisms, and mobility make this more challenging, especially in those cases in which intermittent connectivity may occur.
However, while mobility makes the implementation of several functions and services more challenging, it can enable unique functionalities. For example, the fact that a node moves from one location to another can be exploited by using the node as a data mule, taking advantage of its storage capacity. Similarly, a node can benefit from its mobility by knowing where it is located, which can allow the node to enjoy location-dependent services.

Lastly, mobility introduces a fundamental change in the way we need to think about networking. While the end-to-end connectivity assumption is justified in wired networks, the cost, energy consumption, and form factors of computing devices have enabled embedded computing and networking devices that can be used in environments in which end-to-end connectivity may be intermittent at best.  These new application environments range from interplanetary research to wearable computers. Example applications include monitoring of wild life and disruptive phenomena (e.g., wild fires), object tracking, emergency response, vehicular or interpersonal networking, and the tactical communication in the battlefield.

Challenge in Designing for Mobility

To a large extent, the protocols and architectures of today's Internet and ad hoc networks are derivatives of the ARPANET design in the 1960s, which was developed within the context of severe memory and processing constraints and a static communication infrastructure 40 years ago. 

The original notion of the packet radio network (PRNET) was as a subnetwork attaching to the Internet, much like local area networks based on Ethernet did at the time of its initial development. This decision made sense at the time given the scarcity of wireless spectrum and the cost of PRNET technology in the 70s and 80s. Since that time, several research projects and even commercial products have demonstrated marked improvements over the original PRNET notion.  For example, a number of projects in the DARPA Global Mobile program in the 1990s demonstrated how ad hoc networks could be done at the IP layer rather than below IP, asynchronous transfer mode (ATM) support in a wireless networking environment, the integration of multiple overlays of wireless technology, and the ability of nomadic nodes to be handed off to different wireless networks. 

In addition to the ad hoc networking efforts, wireless cellular networks and point-to-point wireless bridges have been around commercially for a long time, and wireless local area networks (WLANs) are becoming more an more common at home and at work.  In terms of standardization, the Internet Engineering Task Force (IETF) has been addressing routing in mobile ad hoc networks (MANET) for some time, and the IEEE 802.11 set of standards has become a dominant standard at the link layer.

However, despite the intense research and progress made on wireless ad hoc networks over more than 30 years, the fact remains that the protocols and basic architecture of the Internet are not designed for mobility. Today’s wireless ad hoc networks still work independently of the Internet and attach to it through a few access points. This approach limits end-to-end connectivity and neglects the fact that processing and storage are plentiful in today’s mobile devices. Designing for mobility requires a clean-slate approach to communication protocols in wireless networks and the Internet taking into account the following factors:

1. Users are inherently nomadic

2. Many of the high-bandwidth links between devices will be wireless

3. The portions of the spectrum available for use are different depending on the location of nodes.

4. Content can originate from any user and device connected to the network, not just designated servers.

5. In-network storage, processing, and even bandwidth are orders of magnitude more affordable and can be used together to satisfy application requirements.

6. The scenarios in which wireless networks need to operate may be such that physical connectivity between sources and destinations may be disrupted for extended periods of time, and in some cases it need not exist at any time.

7. Usage and access policies must still be enforced. 

Involving standards bodies in designing the Internet protocols for mobility is important to promote early adoption and to establish performance benchmarks. Standards bodies need accurate information about the performance of various alternatives when considering protocol specifications.  When claims are made about the performance characteristics for some proposal, there must be some way to verify these claims.  With current simulators, however, it is not possible to get sufficiently reliable information about performance of such proposals, although we can often get some generally good idea. Popular simulation systems such as Opnet, Qualnet, and NS-2 can, in many cases, produce results that may be inaccurate by 20% or more. Hence, an integral part of designing for mobility is the concurrent development of accurate simulations and scenarios for the comparison of alternatives. 
Research Directions

The research directions identified include designing protocols that adapt or take advantage of mobility in the context of the current architecture for the Internet and wireless ad hoc networks, designing protocols for mobility using a clean-slate approach, changing the Internet design to account for mobility, and designing protocols for disruption-tolerant networking.

Designing Protocols to Adapt or Exploit Mobility: Regardless of the protocol architecture used to account for mobility, there are several impediments to using wireless links opportunistically when a large spectrum is available for use.  First, a node must ``discover'' on which part of the spectrum it can communicate with its neighboring peers. Second, a node must adhere to usage policies for the wireless links related to administrative constraints (e.g., use of the 2.4GHz band may be discouraged in some areas in a building), performance constraints (e.g., available bandwidth) and security constraints. Third, the node must be able to move to different portions of the spectrum fast enough to maintain connectivity with its peers as the node and its peers move or environmental conditions change. Protocols that combine channel access with channel selection and neighborhood discovery are needed.

Protocols can be designed in the context of existing architectures to use mobility as a mechanism for information dissemination, and nodes can take advantage of controlled mobility to improve network performance.  In this context, nodes function as opportunistic data mules, and move around to deliver data using store-carry-forward and trajectory planning. In addition, nodes can take advantage of existing (wired) network infrastructures to disseminate information.

A Clean-Slate Approach to Mobility and Changing The Internet Design:  Taking a clean-slate approach to designing communication protocols for mobility requires the exploitation of the broadcast nature of wireless links and in-network storage and processing resources. This research spans all protocol layers.

At the medium access control (MAC) layer, protocols need to work with broadcast and directional transmissions. A major challenge consists of the ability of nodes to acquire information about the state of the channel, the available spectrum, and the competing flows fast enough as they move. Another problem area consists of designing channel access schemes that support many-to-many rather than one-to-one communication. Many-to-many communication calls for a given receiver to process multiple concurrent transmissions. 

With mobility, the basic notion of a network-level address becomes far less useful than in a wired network, because the relative location of a mobile node changes. A major challenge in designing for mobility consists of addressing information dissemination without network-level addresses. In this context, traditional route discovery (or more precisely, the mapping between a network-level address and a route to it) is replaced by a binding between the name or a set of attributes of a desired resource, user or content, and a set of paths to instances of the named entity. To use the available resources opportunistically, cooperative transmission schemes can be used in which one or multiple copies of a given packet is disseminated by exploiting virtual MIMO, transmission sensing, source and network coding, and in-network storage. Nodes can cooperate as data mules, using incentive mechanisms to induce cooperation, and taking advantage of peer-to-peer opportunistic transmissions.

Given that mobility impacts the reliability of links and paths, and that end-to-end connectivity need not exist of extended periods of time, new approaches to transmission control should be investigated that go beyond the traditional ARQ schemes between a source and receiver by taking advantage of the storage available at the network nodes.
Changing the Internet design to account for mobility is very challenging, because of its scale.  The use of storage and location information must be considered in the global routing design, which today is completely oblivious to such information. Approaches at the network level can be of interest, such as finding anonymous location information in addressing. However, approaches that operate above IP are far easier to adopt and deploy. Privacy and security implications of introducing in-network storage and location information should be considered.  Protocols that have a localized effect (e.g., DHCP) are particularly attractive. Mobility enables the use of opportunistic mobile routing infrastructures, which need to interact with the static routing infrastructure in a safe manner. Mobility also changes the expectations for services (anywhere, anytime), but maintaining performance with seamless mobility is difficult.

Living with Disruption: Routing in packet-switching networks has been based on routing tables that specify the next hop to one or more destinations.  Such routing information is derived entirely from topology (or connectivity) information that represents only a snapshot of the state and characteristics of network links at particular instants.  Regardless of the specific mechanisms used in a routing protocol (e.g., proactive or on-demand routing), computing the routing-table entry for a given destination can be viewed as a particular form of searching a database. The routing databases constructed by traditional routing algorithms specify the instantaneous status of a link (up or down) and the value of its parameters (e.g., delay and bandwidth) at some specific point in time. The search for routes in such databases produces snapshot routes that have no temporal dimension. Hence, if the network connectivity or link parameters change, multiple paths to destinations may be affected and all the routing protocol can do is react and search for new paths.  This time-independent, reactive approach to changes in network connectivity and link parameters works well as long as the disruptions in network connectivity due to environmental or operational reasons are not so severe that the routing protocol cannot obtain time-independent paths to intended destinations.

In most of today's data networks, user data are multiplexed over the available links via packet switching. However, if network disruption is such that end-to-end or per-hop delays are comparable to or longer than the time it takes to transmit an entire message, then splitting messages into packets becomes counterproductive. Flow and congestion control schemes used to date work independently of the routing protocols, and to a large extent the forwarding mechanisms used within networks. They rely on correct routing information being in place and on feedback from the receiver to the sender. Clearly, if a network operates in a very disruptive environment, providing timely end-to-end feedback may be infeasible, and the end-to-end perspective on how to accomplish congestion and flow control is questionable.

Accordingly, new approaches are needed to live with disruption in mobile networks by exploiting in-network storage and mobility of nodes. The research required spans retransmission control, routing, transport and congestion control, and the design of applications that are aware of the fact that no end-to-end connectivity exists.
Part II - Applications

In the recent years, a large variety of new mobile devices have appeared, e.g., the iPhone, Zune, embedded devices in vehicles, etc.,each of which has ushered in a new generation of wireless applications, not observable before. The following are some of the unique characteristics of the next generation of mobile applications.

Characteristics of next-generation mobile applications

- Distributed: Instead of a centralized use model, many of these applications operate in a peer-to-peer fashion through opportunistic networking using near-field communication, and hence, by design, are distributed.

- Integrate heterogeneous infrastructure: The mobile applications leverage ability to interact with multiple heterogeneous infrastructures, e.g., a WiFi-based Wireless LAN, a cellular network, Bluetooth-based ad-hoc networking, and if necessary, satellite communication.

- Location-aware: These applications interact with location of the user and the device in multiple ways. In certain cases, the application may merely leverage knowledge of the device's location. In other cases, it might predict mobility patterns and hence, future locations. Finally, it might also control the path of the device to future locations. Each such model of location-awareness leads to new design characteristics. In certain cases, mobility of nodes can be completely unconstrained in the physical space, while in other cases they might be trajectory-based, i.e., vehicles limited to roadways. Applications may benefit by knowing the specific kind of mobility behavior.

- Exploit mobility: Unlike traditional mobile applications, the emerging class of mobile applications may turn mobility into an advantage. For example, in Delay-Tolerant Networking scenarios, it is the mobility of nodes that facilitate new paths of communication, not otherwise possible. Applications may explot mobility that occur at different scales. For example, navigational support at vehicular speeds is likely to be very different from navigational support at pedestrian speeds. Similarly, in certain applications, the mobility pattern may be individual in nature, i.e., each node moves in a manner independent of each other. In other cases, a group of nodes exhibit swarm-like mobility.

Such mobility patterns can influence design of emerging applications.

- User behavior aware: Certain mobility applications are likely to learn the behavior of its users, which includes its mobility pattern. Such knowledge can be suitably utilized to optimized application performance.

- Location privacy: Many emerging mobile applications are increasingly realizing the sensitivity of location information. While in certain cases, an application benefits by sharing its location information, such gains need to be traded off against obvious privacy concerns.

- Self managing applications: Since these applications are running on mobile user devices, the ability to remotely tune and manage these applications are an increasing necessity. If possible, such applications need to eliminate user intervention completely in such management.

- Energy-aware: Applications are placing increasing demands on the limited resources of the mobile device. Efficient energy planning of such applications are important in both

the popularity of the application and deployment in available mobile devices.

Classes of mobile applications

The following are the broad categories of next generation mobile applications:

- Vehicular applications:

This includes all vehicle-to-vehicle (V2V) and vehicle-to-roadside (V2R) applications designed to facilitate safety, efficient dissemination of traffic information, and vehicle route planning in real-time. Emerging wireless technologies, such as DSRC and 802.11p, are expected to play a major role in design of such applications.

- Content-sharing applications: These applications facilitate entertainment in a wide-range of mobile scenarios. Examples include video and audio streaming applications. With the emergence of huge volumes of searchable media content, such as available from YouTube, users are likely to watch and listen to such content of their mobile devices. In certain cases, such applications may utilize location and other contextual information for best user performance.

- Mobile external sensing: There is an emerging class of sensing applications that leverage a large number of heterogeneous mobile devices. For example, pollution sensors mounted on city buses can help in quickly capturing relevant information across an entire city in real-time. Similar approaches can be utilized for fast accident reporting on roadways.

- Mobile ad-hoc services

Relaying to near-field users

- Mobile network management: Management of networks and services is also an important application that will be better facilitated by mobility. For example, a large number of wireless clients of a city-wide wireless mesh network can periodically report on various observable network statistics to facilitate fast gathering of knowledge about network conditions.

- Emergency applications: A wealth of new applications are emerging that will facilitate disaster recovery operations in the real world. Some of these applications utilize clusters of sensors and actuators that interact with mobile platforms (vehicles, people) in the environment.

- Mobile social networking: Social Networking has witnessed an explosive growth over the past few years. There are clear opportunities for integrating mobility with social networks such as Facebook.

Research challenges associated with these mobile applications

We now outline some of the important research challenges associated with design, implementation, and deployment of these mobile applications.

Mobile application design

New mobile applications need to be location-aware, exploit various forms of mobility, and in certain cases, even control the mobility through the applications. There needs to be efficient strategies to facilitate feedback gathering and trace collection to understand such contexts and infer performance.

Security issues
Mobile communications introduce substantial challenges in the area of location privacy. Because each transmission reveals location (and possibly direction) information about the sender, preserving a sender's location privacy becomes an important problem. In particular, an attacker can use wireless localization schemes to determine the location of a sender, and if the sender sends multiple packets while traveling in a fixed direction, for example as part of a TCP connection, the attacker can determine the sender's direction of travel. Together with a mobility model, multiple such connections can be correlated.  Previously proposed approaches such as silent periods substantially compromise network performance, and with the use of techniques such as RF fingerprinting, may not provide much location privacy. Further research is necessary to determine the level of privacy achievable and efficient, low-overhead techniques for achieving high levels of privacy.
Trust management is more challenging in a mobile environment. Unlike wired environments where the effort of establishing a physical link is greater than the effort to establish a key, wireless network links can form and break on a millisecond scale. Furthermore, mobile users often operate with intermittent disconnections, which may reduce their ability to contact a certificate authority for a certificate revocation list, such users may have limited computation ability, and they may not share a trust root with a prospective destination node. Furthermore, a device key generally authenticates a device, not a user, further complicating the chain of trust. End-to-end trust management solutions are needed to provide security to mobile applications.

Performance and QoS

These applications need to be better tailored to tolerate delays and variations in channel conditions. Resources change continuously and must be reallocated to different applications following some well defined utility functions. 

Cross-layer communication design

In addition to exposing lower-layer information to applications, it would also be important to influence design of different layers that are aware of higher layer application specific context. In particular, how applications utilize and interpret various lower layer behaviours and reason about mobility might affect design choices made at these other layers.

Fault tolerance

Mobility can affect application performance. Design of applications such that they are resilient mobility-specific faults will be an important design consideration.

Remote maintainability 

One of the major challenges of mobile applications is their maintainability. As mobile devices are not always directly in control of competent administrators, it is important to design techniques by which these applications can be properly configured, tested, upgraded, and debugged remotely, over unpredictable conditions.

Re-thinking the application-networking interface

The emergence of these new classes of mobile applications would require considerable rethinking of the interface between the application layer and the networking stack. For example, it might be important for the interface to expose mobility information, associated faults, and  potential inaccuracies in this information, for use by  applications.

Part III - Models, Testbeds, and Standards

1.0 Models 
1.1 The need for flexible mobility models 

There are many different kinds of mobility and it is thus important to build flexible mobility models. Prior research has classified mobility according to individual-based, group-based, or scenario-based mobility, and focused mostly on random movement. Depending on both the time and space scales under consideration, an object may exhibit different micro-level and macro-level mobility. At the micro-level, movement is from point A to point B, e.g., across town; at the micro-level, movement includes elements such as walking around a building, stopping at a traffic light, finding a parking spot, etc. 

The environment and current events also have an effect on mobility. For example, when examining a person’s day-to-day activities and considering the macro-level places that he/she may move, the person’s movement pattern can be fairly repetitious. However, the traces left by the person in an open space such as an exhibit hall or park can be fairly random. 

Besides random mobility models exemplified by the Random Way Point model, recent advances in robotic technologies, mobile sensing applications, and DTN techniques have resulted in an increasing amount of interest in deterministic and semi-deterministic mobility models. For example, when studying inter-planetary networks, one has to consider the deterministic mobility of the planets in a DTN setting. When performing searching/rescuing, data collection, and providing connectivity using autonomous vehicles or mobile base stations, one has to consider deterministic and controllable mobility. Finally, when studying social networking and vehicular networks involving wireless/mobile users, one has to consider semi-deterministic “sociological-orbit” based mobility profiles.

A deep understanding of mobility is fundamental to mobile networking research as it affects other network characteristics such as traffic and connectivity. The main challenges to overcome include the identification of key parameters that are meaningful for different applications (and environments) and make appropriate trade-offs between accuracy and usability.  Unfortunately, mobility research has received less attention in the past than some other aspects, notably research on routing protocols. We recommend that NSF give priority to the study, the development, and the application of mobility models that are realistic, tractable, flexible, and suitable for various different scenarios. 

1.2 From Traces to Models

Mobility traces, synthetic models and analytic techniques are essential components of any evaluation platform for mobile applications. It is important to understand the interaction among the three components and the research issues that lie ahead. 

1.2.1 Traces

Starting with traces, we recognize that, in the wired Internet, measured traces led to representative workloads that helped us to uncover fundamental Internet traffic properties (e.g., long range dependence) and consequently to design more effective protocols. In wireless, mobile, ad hoc scenarios, such as urban vehicular or pedestrian networks, collecting traces and creating workloads is an equally important but considerably more challenging task. For example, when collecting motion traces for the study of routing, dissemination and content sharing, an accurate spatio-temporal correlation of nodal motion is critical. Moreover, this correlation cannot be reconstructed from traces of a subset of nodes – it must be based on all the mobile users that can impact the experiment. Unfortunately, the high mobility, density, and privacy of typical wireless environments (e.g., customers in a shopping mall or vehicles on the road) make it impossible to collect a complete space-time snapshot. In the recent past, comprehensive traces of mobile WiFi nodes have been collected at campus access points (APs). These traces are helpful to study the interaction between mobile users and the infrastructure. However, they cannot be easily extended to build accurate models for P2P applications across the entire campus. Traces collected by the cellular providers would be adequate, since they are very comprehensive (vehicles and pedestrians). However, privacy and competition are major obstacles to publishing the data. For many applications, it is important to correlate space-time also to customer data traffic in order to build realistic workloads. Some recent traces with location/traffic correlations  (on small subsets of mobile users) have been recently presented [1].

In summary, extensive mobile trace campaigns that provide meaningful workloads will be extremely difficult to launch. Does this mean that wireless traces are useless? Not in the least! Traces (even if limited to partial set of mobiles) will be critical to create and validate a new generation of synthetic mobility models. We, therefore, recommend that NSF continue to fund the collection of wireless traces, especially traces of applications and environments that have not been previously collected. 

1.2.2 Synthetic Models

Thus far, synthetic motion models have been the main method for evaluating large ad hoc network scenarios. Due to the difficulty of managing mobile nodes, mobile testbeds have rarely exceeded a few dozen nodes (a notable exception is the Orbit testbed with over 500 nodes; however, Orbit can only “emulate” mobility). A synthetic model is described by several parameters including:

(a) Topography layout (street map; obstacles; terrain; mountains and valleys, etc.)

(b) Radio propagation characteristics

(c) Movement pattern (probabilistic, deterministic, controlled, etc.)

(d) Vehicle traffic flows (sources/destinations of vehicles, rates)

(e) Vehicle traffic fluctuations within each flow (to model extra vehicles at stop lights, etc.)

Synthetic models are assembled and “fine tuned” using data derived from actual traces, from the study of the underlying physical phenomena (e.g., vehicle stop/go behavior at traffic lights) or from estimates/guesses. Synthetic models range from extremely simple (e.g., Random Way Point) to very complex (e.g., CorSim or Transim).  Examples of synthetic models include (in order of increasing complexity):

1. Random Way Point (RWP)

2. Group Reference Motion Model

3. Real Track Model

4. Community based model

5. CorSim

6. Transim

The most popular model is Random Way Point  – no obstacles, random placed nodes, random directions, and totally memory less operation. RWP can only reconstruct and reproduce the average speed of the mobile. It does not reproduce the space-time correlation that might arise from the fact that moving vehicles interfere with each other at stop signs, queues, traffic jams, etc. As earlier discussed, this correlation has major impact on virtually all protocols/applications that involve the interaction between two or more mobiles (e.g., routing, dissemination, bit torrent, car torrent, etc.).

The Group Reference model is a step in the right direction to correlate the movements among the nodes traveling in a group; it does not include inter-group correlations, however. The Real track model is a Markov chain type model where mobiles merge/split probabilistically at intersections. Correlation within flows can be tuned by adjusting the routing probabilities and coordinating/synchronizing the motion along road segments.  

At the top (of complexity) is Transim, a model based on census data (and thus accurate end to end travel points for each vehicle). Transim includes realistic behavior at stop signs and traffic lights.  As mentioned in Section 1.1, there is a tradeoff between model computational complexity and accuracy – the choice of the appropriate model will depend on the application. 

We earlier mentioned that trace samples taken from a subset of the population, say policemen, are not sufficient to recreate realistic correlation among ALL vehicles. However, they can be very helpful for model calibration and validation, as discussed next. 

1.2.3 Model Validation with Measurements and Traces

We now have measured traces that represent a small snapshot of the real world, and synthetic traffic/motion models that can scale to the “entire world”. The challenge is to tune the synthetic model knobs (e.g., average speed, intersection switching probabilities, etc.) to match real world behavior.  This is where traces will be most valuable. To start, they allow the setting of basic parameters; for example, even sporadic urban traces can give us a pretty good idea of speed distributions in a large-scale vehicle grid.  In addition to basic parameter matching, it will also be useful to define and match “composite” measures (e.g., average end-to-end delay distribution) and use them to validate the synthetic model. If the model is simple enough, delays can be analytically derived, thus permitting fast adjustment of the control knobs. Another useful predictor of P2P epidemic efficacy is inter-contact time, i.e., the time until two nodes meet again (or more generally, the time when two specified nodes meet). Markovian motion models yield closed form (exponential) expressions that can be validated with traces. This validation is itself not trivial. The caveat is to choose a trace based on a pair of “independent” mobiles. In a campus experiment, two students walking to the same class would be correlated and thus offer a biased sample. We may also need to expand current motion trace techniques with new requirements. For example, “neighborhood change” statistics and data traffic measurements. How many new cars/phones in my neighborhood since the last snapshot? How much traffic in and out?  

1.2.4 New Research Directions

We recommend that NSF fund projects with the following research goals: 

1. Define a methodology for the collection of traces that can be efficiently used to calibrate and validate synthetic models.

2. Expand the definition of mobile traces from space-time to include other measures, e.g., traffic, neighborhood stats, delays, etc.

3. Define a methodology for the development/tuning/validation of synthetic models (using traces collected from the target scenario).

4. Define a set of benchmark models for various scenarios, e.g., urban, suburban, rural, and emergency scenarios, in a set of popular simulation languages; the benchmarks can be used to compare algorithms and protocols (e.g., geo-routing) as well as to validate new (approximate) motion models. 

5. Further expand the analytic evaluation of critical performance measures in existing and proposed synthetic motion models. 

1.3 Metrics and Parameters in P2P Scenarios 

Peer-to-peer for mobile devices is a relative new technology that is not yet proven in the research community and industry. Although mobile peer-to-peer computing manifests several features attractive in wireless networks, such as self-organization, autonomy, and decentralization; its future will depend on substantial deployment, interoperability, and use. Given the paucity of real life “observatories”, there is an enormous interest in models (of traffic and mobility) that can help predict the success of P2P applications.
1.3.1 Research Questions 
Several questions from both peer-to-peer networks and wireless infrastructure points of view shape the short-term research agenda: 
· How does the mobility model affect information diffusion?
· How can clients select the appropriate network interface, channel, and AP to improve their throughput?
· Can the collaborative monitoring (e.g., aggregation of measurements) of network conditions, topology, and access availability increase the accuracy of the estimations without increasing the energy expenditure?
· How can APs manage their buffer, select their transmission power, and share clients to improve their quality of service?
· How well can they predict the traffic demand?
1.3.2 Evaluation Methodology 
To assess the performance of different applications and evaluate adaptation mechanisms, benchmarks must be defined. The benchmarks will include/combine several metrics such as  

· roaming patterns, 
· mobility patterns (e.g., group and individual mobility, spontaneous and controlled),
· application requirements (e.g., multimedia quality, delay), 
· application traffic demand,
· network topologies (e.g., connectivity and link characteristics, distribution and density of peers, degree of connectivity and clustering characteristics), 
· network conditions, such as link quality  (packet losses, delays), regions of weak or no signal, and areas of high traffic demand,
· robustness and fault-tolerance criteria (e.g., number of active neighbors, degree of vulnerability under the loss of valuable links).

Benchmark datasets may include 

· simple synthetic models, 
· models derived from analyzing real-world data, and 
· combinations of both real data and synthetic models for various wireless environments. 

We note that these models must be defined in different temporal, spatial, and network scales and from the perspective of client, AP, group of APs, and network. Our emphasis is on parametric modeling, which provides a parsimonious characterization and the most flexible foundation for simulation studies. 
1.3.3 New Research Directions:

We recommend that NSF support research in the following directions: 

1. Model the dynamics of an entire campus wireless infrastructure and develop a methodology that characterizes the traffic demand in different levels and the interplay of some critical parameters. 
2. Develop separate, complementary models for (a) demand/workload and (b) topology. The demand captures the user-initiated activity through flows and sessions whereas the topology captures the network, infrastructure, and radio propagation dependencies. This will enable researchers to superimpose models for the demand on the specific topology, scaling it up and down, and focusing on the right level of detail for the performance analysis or simulation study. 

1.4 Performance Benchmarks

Benchmarks provide an effective way to compare protocols, models and applications.  A number of fields already have well-accepted benchmarks. In the context of the NSF Mobility in Wireless Networks Workshop, it would be valuable to have the following benchmarks: (i) benchmarks for various mobility models, (ii) benchmarks for realistic data traffic, and (iii) benchmarks for social activities.  Several U.S. universities have reported the availability of such data sets; this capability should be integrated to provide a transparent and easy access to researchers across the fields. In order to use the benchmarks for a comparative analysis across various models, protocols, and methods, the benchmarks must have at least the following functions: scaling, performance, and the associated trade-offs. 

Research Direction: Design/Develop benchmarks that are: (i) parametric, in that the scale of the benchmarks can be changed with a few simple parameters, (ii) flexible, in that various models should be composable to create various kinds of benchmarks, (iii) offer varied scenarios by appropriate scaling and flexible composition to create new kinds of scenarios, e.g., rush hour traffic, evacuation scenario, etc.

2.0 Testbeds 
2.1 Testbed Flexibility

While everybody agrees on the usefulness of testbeds in research, there are requirements that must be met in order to reap optimal benefits. 

Multi user Flexibility: the testbed must address the needs of an entire community of researchers and must be adjustable to different interests. This implies the capability to emulate different aspects of the physical world, protocols, and applications and provide a broad range of motions (i.e., pre-scheduled, controlled, spontaneous).

User Interface: the testbeds should provide ease of use and repeatable environments. The testbeds should provide the capability to do sensitivity analysis, and address situations where variations in parameters and observation of results are not possible in the real world.

Inter-working:  different testbeds must be able to interface with each other, in order to enhance scalability and coverage of different scenarios. The testbeds should also provide both a means of evaluating the evolution of technology (ranging from motes to vehicles as nodes in a network), and a means of observing effects of human behavior/motion patterns. 

2.2 Scalability

2.2.1 The Testbed Scalability Problem

While it may be possible to set up fairly large “fixed” wireless testbeds (e.g., the 500 node ORBIT testbed or the 100 node Mote based sensor fabrics), it is a real challenge to deploy “mobile” testbeds (vehicles, people, or a combination) with sufficient density to be representative of an urban environment. If controlled motion experiments are required, 20 vehicles and perhaps 50 people are the practical limit. This will be OK for simple experiments, e.g., propagation studies, neighborhood car-to-car interactions, and car-to-infrastructure communications. This size is much too small, however, to recreate the dissemination or routing properties of the real world. If controlled mobility is not required, possible solutions are city busses, taxicab fleets, patrol cars or the entire municipal vehicle fleet. These fleets are ideally suited for “custom” experiments, like the DTN experiments carried out in the UMASS DieselNet project. However, these systems have their own limitations, for example, they tend to have totally atypical motion patterns.  Besides, even busses and taxicabs may not be “dense” enough for epidemic dissemination or geo-routing experiments. 

2.2.2 Testbed Expansion with Simulation and Emulation

The question then is: how to scale the results if we only have 10 vehicles? How can we set up credible experiments for rush hour P2P dissemination or geo-routing behavior? Hybrid simulation/emulation is one answer – basically, an urban simulator with a few real cars connected to it.  Hybrid simulation has been successfully used to study video coding in a battlefield with 1000s of nodes. Similarly, for the urban environment, emulators that involve several vehicles in motion can be explored. In these cases, the large-scale simulator is “beyond the curb” (i.e., beyond the Access Point). 

2.2.3 Integration and Immersion in Real-world Networks and Applications

After the vehicular network has become operational, there is still interest in measuring the performance of applications such as urban sensing, CarTorrent, etc. It is impossible to instrument all vehicles. One option is the statistical sampling using a set of vehicle-probes that represent a “testbed” integrated/immersed into the environment. For example, a fleet of campus commuting vans could serve this purpose. 

2.3 Testbed Realism 

The evaluation of any network protocol requires a combination of simulation, emulation, and implementation. While simulation enables the exploration of a large parameter space, emulation and implementation on a real-world testbed enable the evaluation of the protocols on real systems and in real network environments. However, the effectiveness of testbed-based evaluation is directly tied to the realism of the testbed. Since it is intractable to mimic a complete, deployed mobile network, some of the network functionality and node mobility must be emulated. If this emulation simply mimics the behavior of a simulation, it is not clear what the benefits of the testbed are. Therefore, in the deployment of testbeds that are designed to evaluate wireless communication in mobile scenarios, it is imperative to ensure that the testbeds provide the ability to evaluate more than what can be evaluated via simulations.

In the context of mobile networks, testbed-based evaluation can be used to help us understand realistic user behavior, which may react to changes in the environment or changes in the content of the data. It is well known that most current simulators have limited channel models, especially in the presence of mobility. Testbeds can be used to capture realistic channel behavior based on the specific mobility of the nodes, with the potential of supplying more realistic channel models back to the simulators.  Since a testbed is built on real hardware using real systems, researchers can test the limits of real implementations (e.g., power consumption) well beyond what can be done in simulation. Understanding these limitations in mobile scenarios is critical due to the dynamic behavior in mobile scenarios. Additionally, evaluations in such testbeds can be used to uncover the interactions between system layers and any inefficiencies that stem from these interactions. 

The ultimate goal of testbed-based evaluation in mobile scenarios is to support the current understanding of the behavior of communication hardware and systems in mobile environments. However, it is just as important to be able to uncover incorrect common beliefs about the behavior of such systems in mobile environments. 

3.0 Standards 

There are several issues involved in conducting a credible performance evaluation, whether the performance evaluation is done in a simulation, on a testbed, or some combination of the two. Simulations, emulations, testbeds, and field trials should be engineered to emphasize both strengths and weaknesses of the proposed solutions. In particular, experimental scenarios should be built to challenge the algorithms and the assumptions; furthermore, experimental scenarios should be built to match the typical deployment for the proposed methods or algorithms as close as possible. 

We recommend that NSF fund combined evaluation research, i.e., where testbeds/field trials are used to study implementation limitations and simulators/emulators are used to study scalability issues in larger scenarios. One added benefit to studying performance in both testbeds and simulators follows: the results from testbeds/field trials, although limited by nature, can also be used to validate the simulation/emulation models, leading to more precise models and more accurate and predictable results.

3.1 Community Standards 

We also recommend that NSF fund the development of a set of standard practices for the community, to create a common framework for all performance evaluations. The focus should be on the evaluation methodology in terms of standards that researchers should follow to ensure scientifically sound experiments and their repeatability. Specifically, a credible experimental study should objectively measure and compare performance and be: 

1. Repeatable: Another researcher should be able to recreate results for further review or development. 

2. Unbiased: The results obtained should not be specific to the scenario used in the simulation/testbed experiment, or biased by initialization challenges. 

3. Rigorous: The experiment should truly exercise the aspect of the network being studied; verification and validation techniques should be used. 

4. Statistically sound: Evaluation and analysis should be based on mathematical principles. 

We discuss some of these issues further in the following sections. 

We also recommend that NSF support this process by only funding proposals that discuss how the associated performance evaluation will be done in a credible manner. The professional societies (such as ACM and IEEE) may support this process through a set of “Golden Rules” for all papers accepted in their flagship conferences and publications. For example, perhaps authors of accepted papers in leading conferences should be requested to release their code and experimental set-ups publicly in a reasonable timeframe. 

We note that several core sciences, such as physics and astronomy, have developed a set of metrics and experimental methodologies to test new theories and validate research results. In computer networks, including mobile networks, a standardized experimental methodology has not been developed. We strongly encourage NSF to help the community develop standard measurement methodologies via funding. These methodologies will assist the community in moving toward more accurate/reliable results. The absence of a standardized experimental framework negatively impacts the community’s research by limiting the ability to easily compare different solutions and by reducing the repeatability of results.  It is indeed unfortunate that very few results in the field come with a clear set of tools to ensure the results are reproducible by others.
3.2 Rigorous Performance Evaluation

3.2.1 Important Factors and Sensitivity Analysis

A number of factors influence the overall performance of mobile networks. These factors include the protocols chosen at each layer, the parameters used to tune each protocol, the scenarios developed (e.g., network topology, node movement, and network traffic type), etc.  Due to the large number of factors, a rigorous methodology for evaluation is required. Such a methodology should be used when testing and searching for the optimum combination of parameters for a protocol in a given scenario. Recent work has used rigorous statistical methods (e.g., design of experiments) for quantifying the interaction and effect on performance for a small set of factors. The next step is to develop easy-to-use techniques to discover the factors (from the pool of all factors) that have the greatest impact on performance in a given evaluation; once these important factors are discovered, the researcher should then systematically test these factors across a sufficiently wide range of values.

A thorough sensitivity analysis is also key in constructing a credible performance evaluation. Care should be taken in studying (1) the sensitivity of proposed approaches to network and system parameters, such as the mobility, terrain and traffic models, and (2) the sensitivity of proposed approaches to system parameters, such as hardware and firmware. The definition of an experimental framework and methodology should include a set of tools to assess the sensitivity of an approach to network parameters. 

3.2.2 Validation and Verification 

There has been substantial debate on what one means by verification and validation. Herein, we use definitions for validation and verification from the society of computer simulation. 

Model Validation: Substantiation that a model within its domain of applicability possesses a satisfactory range of accuracy consistent with the intended application of the model.

For example, if the purpose of a performance evaluation is to study how well a VANET protocol performs, then the researcher needs to (1) accurately specify the context within which the protocol will be used and (2) use mobility patterns in the performance evaluation that can be substantiated as being accurate for the given purpose. In this example, mobility patterns that do not provide detailed space-time representation in terms of acceleration and deceleration might not be accurate enough when studying vehicular traffic. As discussed in Section 1.0, we recommend that NSF funds fundamental research to develop realistic models for different scenarios. 

Model Verification: Substantiation that a model represents a conceptual model within specified limits of accuracy. 

The goal of verification is to ensure the implementation is coherent with the planned design. To assist researchers in verifying that an implementation of a model (e.g., mobility, traffic, and social behavior) matches the expectations, we recommend NSF funds the development of new tools (e.g., visualization tools) to assist researchers in verification processes. 

The previous discussion focuses on model validation and model verification. Validation and verification also applies to a performance evaluation in a testbed or emulator. In this case, for example, validation is to substantiate that the testbed is consistent with the intended application of the testbed.

3.2.3 Statistically Sound Performance Evaluations

A credible performance evaluation should also evaluate each approach via a statistically sound method. For example, mean performance levels should be calculated with appropriate statistical methods, such as t-tests, to determine statistical significance. A performance evaluation should include repeatable experiments that minimize the variability between tests and do not include initialization bias. 
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